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1 Introduction

A large body of evidence has showed that individuals often care about the welfare of others.1

These pro-social individuals face a trade-off between their monetary and moral motives. Hence,

they might be tempted to exploit the uncertainty in their decision environment in order to reduce

the tension between the two motives. In a seminal paper, later replicated by Larson and Capra

(2009) and Feiler (2014), Dana et al. (2007) exposed this trade-off and coined the term “illu-

sory” preferences, which refers to other-regarding preferences that fade away when introducing

uncertainty on the relationship between actions and outcomes.2 The authors found significantly

less generous behavior when participants were unsure about the consequences of their choice

on others’ payoffs.3 This phenomenon has been supported by subsequent research. It has been

shown that, in order to behave more selfishly, individuals manipulated their beliefs about others’

intentions (Di Tella et al., 2015; Andreoni and Sanchez, 2020), remained strategically ignorant

about the consequences of their choices (Grossman and Van Der Weele, 2017; Kajackaite, 2015),

and took advantage of the presence of risk or ambiguity on whether donations were actually

implemented (Haisley and Weber, 2010; Exley, 2016; Garcia et al., 2020). In the field, studies

found that individuals avoided information on the environmental consequences of their actions

(d’Adda et al., 2018) and news that could raise their empathy about refugees (Freddi, 2019).

This growing body of evidence has focused on outcome-based preferences, i.e., preferences over

payoffs. Yet, pro-social behavior can also be shaped by belief -based preferences, i.e., preferences

over payoffs and beliefs. To illustrate how these different types of preferences work, let’s take

an example. Ann offers Bob to work on a project together. Ann holds private expectations

1For instance, people donate positive amounts of money to others without any strategic incentives to
do so (Forsythe et al., 1994) or prefer more equitable monetary allocations over selfish ones (Fehr and
Schmidt, 1999; Bolton and Ockenfels, 2000). People donate more when their recipient expects to receive
more (Bellemare et al., 2018; Attanasi et al., 2019), or lie less often when others’ can infer their degree
of dishonesty (Dufwenberg and Dufwenberg, 2018)

2Throughout this paper we refer to this term more loosely as preferences that fade away in the presence
of uncertainty in the decision environment. In particular, we use the concept of “subjective” preferences
introduced by Spiekermann and Weiss (2016) to describe preferences defined over the epistemic state of
the world rather than the actual state of the world.

3Serra-Garcia and Szech (2019) showed that this demand for less information is sensitive to the cost
of avoiding the information.
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about how much Bob should work on the project. If Bob is a purely selfish, he maximizes his

utility function by providing zero effort, regardless of his beliefs about Ann’s expectations. In

contrast, Bob may be sensitive to Ann’s expectations. If this is the case, Bob’s beliefs about

Ann’s expectations can affect his level of effort in two directions. If Bob is guilt-averse, he maxi-

mizes his utility function by not disappointing others’ expectations (Battigalli and Dufwenberg,

2007). Hence, his effort will increase with his beliefs about Ann’s expectations. If, instead, Bob

is intention-based reciprocal, he maximizes his utility function by repaying (un)kindness with

(un)kindness (Dufwenberg and Kirchsteiger, 2004, 2019). If this is the case, an increase in his

beliefs about Ann’s expectations reduces how kind he perceives Ann to be. Consequently, his

effort will decrease with his beliefs about Ann’s expectations.

Results on the potentially “illusory” nature of belief-dependent preferences are mixed. Exper-

imental studies addressing this question typically focused on reciprocity in trust games where

the first-mover was uncertain about the second-mover’s responsibility in the final outcome. In

such context, the second-mover could, in principle, take advantage of this uncertainty to choose

a less pro-social action than they would have in the absence of uncertainty. Van der Weele

et al. (2014) showed that second-movers did not react to the introduction of uncertainty. In

contrast, Regner (2018) and Regner and Matthey (2017) reported more selfish choices from

second-movers. Furthermore, Friedrichsen et al. (2020) showed that reciprocity was lower when

the first-mover’s intentions were hidden.

To the best of our knowledge, there is no study on the potential “illusory” nature of guilt-

aversion. Two related studies lead to contrasted conclusions. Grubiak (2019) revealed that a

substantial fraction of participants did not exploit the uncertainty about the relationship be-

tween their effort and their partner’s outcome to break their promises. We interpret this finding

as tentative evidence that guilt-aversion is not sensitive to the presence of situational excuses.

In contrast, Inderst et al. (2019) found that second-movers in a trust game were less guilt-averse

when the responsibility over the first-mover’s payoff was shared between the first- and second-

movers. This challenges the robustness of guilt aversion since participants were prone to exploit

2



situational excuses to avoid being pro-social.

In this paper, we investigate whether decision-makers with belief-dependent preferences self-

servingly bias their information acquisition strategy in order to minimize the tension between

their monetary interest and their belief-dependent concern. To address this question, we adapt

the model of endogenous information acquisition by Spiekermann and Weiss (2016) to two spe-

cific belief-dependent preferences: guilt-aversion and reciprocity. In our framework, the second-

mover (“trustee”) in a modified trust game is uncertain about the first-mover’s (“trustor”) ex-

pectations, and can acquire information to resolve this uncertainty. Trustees can choose between

two information sources. Each source provides either an informative signal about the trustor’s

expectations, or a null signal. A specific source can produce one of two types of informative

signals, namely Low (i.e., trustor’s expectations are low) or High (i.e., trustor’s expectations

are high), but never both.

Our model relies on two key features. First, we allow preferences to be “subjective” (i.e., to

depend on what trustees believe about the trustor’s expectations). This is crucial as it creates an

opportunity for subjective trustees to bias their acquisition of information in order to manipulate

their beliefs about others’ expectations. For objective trustees (i.e., whose preferences depend

on the trustor’s actual expectations), there is no such opportunity given that the actual expec-

tations of other players cannot be changed by any information acquisition strategy.4 Second,

we impose a coarse-grained mapping of beliefs, that is a mapping where beliefs can correspond

to only three states: knowing with certainty that others’ expectations are Low, knowing with

certainty that they are High, or remaining uncertain. Hence, acquiring information from a Low

source never reveals with certainty that the expectations are High, and vice versa. Given this

feature, full information avoidance is never an optimal strategy for subjective trustees, regard-

less of their belief-dependent motive.

4Other models based on different mechanisms can also predicts strategic information acquisition by
assuming belief-dependent preference, such as the model of moral constraints by (Rabin, 1995), self-
signaling theories (e.g., (Grossman and Van Der Weele, 2017)) or a model relying on an aversion to harm
others (Chen et al., 2020).
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We demonstrate that trustees with objective belief-dependent preferences should acquire sig-

nals from both information sources, regardless of their belief-dependent motive, so that they

maximise their chances to implement the optimal decision given others’ actual expectations. In

contrast, trustees with subjective belief-dependent preferences should acquire the signal that

reduce the conflict between their monetary payoff and their belief-dependent motive. Hence,

a guilt-averse trustee will only seek a Low signal (as guilt-averse trustees can keep more for

themselves by holding the belief that the trustor’s expectations are low). Symmetrically, a re-

ciprocal trustee will only seek a High signal (as reciprocal trustees can keep more for themselves

by holding the belief that the trustor’s expectations are high).

We then examine the different information acquisition strategies of trustees in an online exper-

iment. As in the theoretical framework, we keep trustees uncertain about the trustors’ outside

option. In order to identify belief-dependent trustees, we first manipulate the trustors’ outside

option, which can be either Low or High. This manipulation aims to generate an exogeneous

variation in trustees’ beliefs: the higher the trustors’ outside option, the higher the trustees’

beliefs about the trustors’ expectations. We then elicit trustees’ return decisions conditional on

learning that the trustor’s outside option is either Low or High. Trustees are then unexpectedly

given the opportunity to acquire information about the trustor’s actual outside option, which

will determine their final transfer. Trustees can either (i) acquire a High signal and learn with

50% chance that the trustor outside option is High if it is truly the case, or remain uninformed;

(ii) acquire a Low signal and learn with 50% chance that the trustor outside option is Low if it is

truly the case, or remain uninformed; (iii) acquire both a Low and a High signal. If trustees learn

the trustor’s outside option, the corresponding conditional return is implemented. If trustees

remain uninformed about the trustor’s outside option, the average of both conditional returns is

implemented. Based on their choice of information acquisition, we can assess whether trustees

strategically seek signals that are congruent with their monetary incentives rather seeking sig-

nals that maximize their information on the actual expectations of the trustor.
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Consistent with the literature on “illusory” preferences, we find that 60.47% of guilt-averse

trustees (i.e., trustees who indicated a lower return choice conditional on learning that the

trustor’s outside option is Low compared to High) chose to acquire a Low signal only.5 This

information acquisition strategy is in line with our theoretical predictions of subjective guilt-

aversion. In addition, we find that trustees who have the most money to lose from learning

about the actual expectations of the trustor, are also the ones who are the most likely to engage

in self-serving information acquisition strategies.

This paper closely relates to Spiekermann and Weiss (2016), who investigated whether norm-

based preferences were “illusory” by giving participants an opportunity to strategically seek

and/or avoid information. Our paper departs from theirs in two major ways. First, we focus on

belief-based preferences instead of normative choices, i.e. on information about social norms.

Furthermore, we allow behavior to be influenced by expectations both negatively and positively.

Therefore, we can capture a broader range of behavior than Spiekermann and Weiss (2016).

Our findings contribute to the literature on belief-dependent preferences. A long-standing debate

in this literature concerns the best way to let participants know about others’ expectations.6

Unlike most previous studies where the uncertainty about others’ expectation is automatically

resolved at the time where the action is implemented, we allow participants to resolve (or not)

this uncertainty in a self-serving manner. Furthermore, we contribute to a recent strand of

papers calling attention to the limited circumstances in which guilt-aversion is observed. For

instance, Morell (2019) suggested that guilt aversion was observed only when social distance is

small and Balafoutas and Fornwagner (2017) showed that it occurred when expectations were

reasonable. Our findings show that uncertainty about others’ beliefs dramatically affects pro-

social behavior, which suggest that the extent to which belief-dependent preferences can sustain

5Note that because only one trustee exhibit intention-based reciprocity preferences consistent with the
assumptions of our information acquisition model, we restricted our analyses to guilt-averse and belief
independent trustees only.

6Beliefs about others’ expectations can be self-reported (e.g., Charness and Dufwenberg, 2006), directly
communicated (e.g., Ellingsen et al., 2010), induced via hypothetical alternatives (e.g., Khalmetski et al.,
2015) or induced via social norms (e.g., Balafoutas and Sutter, 2017).
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pro-social behavior may be overstated in the existing literature. Finally, our experimental design

allows us to compare the relative weight of reciprocal vs. guilt-averse preferences in a randomly

selected sample of the MTurk population. Consistent with Attanasi et al. (2010), our results sug-

gest that guilt-aversion is the predominant motive in interactions in which the decision-maker’s

choice set is determined by a first-mover’s willingness to blindly trust him/her.

In addition, our findings contribute to the literature on strategic information acquisition. While

there is extensive evidence that individuals can deliberately remain ignorant about the conse-

quences of their actions (see Golman et al., 2017 for a review),7 a small body of research has

now showed that individuals can also actively seek information if, in expected terms, selfish

justifications become more available by doing so. When the information acquisition choice was

binary, Fong and Oberholzer-Gee (2011) found that dictators who chose to acquire information

about why their recipient was “poor”, used it as an excuse to reduce their donations. When

information was acquired sequentially, individuals stopped collecting information earlier when

they liked early returns.8 We differentiate ourselves from these lines of research by focusing

on situations in which individuals can discriminate between sources of information. In this

literature, individuals have been shown to choose uninformative advisers (Shalvi et al., 2019),

select positive feedback about their performance (Solda et al., 2019) or collect information on

the (un)deservingness of recipients (Spiekermann and Weiss, 2016). Our findings add to this

emergent literature by showing that individuals can also strategically discriminate between in-

formation sources when information relates to others’ expectations.

The remaining of the paper is organised as follows. We develop our theoretical model in Sec-

tion 2. In Section 3, we present the experimental design used to address our research question.

Next, we derive our experimental hypotheses in Section 4. In Section 5, we describe our empir-

ical results. Finally, we conclude in Section 6.

7In particular, Xiao and Bicchieri (2012) showed that information avoidance can be relevant in the con-
text of empirical expectations. The authors found that, when there is a small cost to acquire information,
dictators avoid information on injuctive or descriptive norms about giving.

8For instance, information about their health (Ditto and Lopez, 1992), others’ personal traits (Smith
et al., 2017) or the harm they may do to others (Chen et al., 2020).
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2 Theoretical Model

We introduce a Quasi-Trust game with incomplete information. The first mover (“trustor”)

decides between two actions: In or Out. If the trustor chooses In, the second mover (“trustee”)

receives an endowment E to allocate between himself and the trustor.9 The trustee returns y

(with 0 ≤ y ≤ E) to the trustor and keeps E − y to himself. If the trustor chooses Out, the

game ends and each player receives an outside option. The trustee receives Otrustee and the

trustor receives Otrustor
ω which depends on the state of the world ω ∈ {L(ow), H(igh)}, with

Otrustor
H > Otrustor

L . The trustor knows the state of the world with certainty when making her

decision. In contrast, the trustee does not know the state of the world when choosing y, but

knows that both states are equally likely to occur, that is: p = p(ω = L) = p(ω = H) = 0.5.

The structure of the game is summarized in Figure 1.

Nature

Trustor

(Otrustor
L , Otrustee)

Out

(y, E − y)

y

In

ω = L

Trustor

(y, E − y)

y

In

(Otrustor
H , Otrustee)

Out

ω = H

Trustee

Figure 1: Trust game with High or Low outside option

We define φω ∈ [0, E], the trustor’s first-order beliefs about his own payoff conditional on

choosing In: φω = Etrustor[y|In, ω]; and Φω ∈ [0, E], the trustee’s second-order beliefs about the

9For the sake of clarity, we use “she/her” when referring to the trustor and “he/him” when referring
to the trustee.
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trustor’s payoff conditional on choosing In: Φω = Etrustee[φω].

2.1 Belief Formation

A payoff-maximizing trustor will choose In only if she expects to receive more from doing so

than from choosing Out, i.e., when Equation 1 is satisfied.

φω ≥ Otrustor
ω (1)

Consequently, the higher the trustor’s outside option is, the higher expectations of returns she

signals by choosing In (i.e., the higher her first-order beliefs about her own payoff from choosing

In): φL ≤ φH . Inferring this, the trustee’s second-order beliefs also increase in the trustor’s

outside option: ΦL ≤ ΦH . This corresponds to an instance of psychological forward induction

reasoning (Dufwenberg, 2002).10 It leads to the following assumption.

Assumption. Conditional on choosing In, trustors’ first-order beliefs and trustees’ second-order

beliefs are higher when the outside option is High rather than Low.

2.2 Belief-dependent preferences

We focus on the two main belief-dependent preferences that may be at play in a trust game:

guilt-aversion and reciprocity. A guilt-averse trustee dislikes to disappoint others’ expectations

(Battigalli and Dufwenberg, 2007). His utility function corresponds to his material payoff minus

the guilt he experiences (Equation 2). His guilt corresponds to the difference (if positive) between

the trustor’s expected payoff and the trustor’s actual payoff. This difference is weighted by his

sensitivity to guilt, denoted γi ≥ 0 (Equation 3).

ug,i(y,Φω) = (E − y)− g(y,Φω) (2)

with gi(y,Φω) = γi ·max{0, (Φω − y)} (3)

10Experimental evidence in favor of the psychological forward induction reasoning was provided by
Woods and Servátka (2016).
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If γi < 1, ug,i(y,Φω) is maximized for y∗ = 0 whereas, if γi > 1, ug,i(y,Φω) is maximized for

y∗ = Φω.11 Proposition 1 follows below.

Proposition 1. If γi < 1, guilt-averse trustees return y∗ = 0. If γi > 1, guilt-averse trustees

return y∗ = Φω.

A reciprocal trustee likes to repay (un)kindness with (un)kindness (Dufwenberg and Kirchsteiger,

2004). His utility function corresponds to his material payoff plus the pleasure from reciprocating

(Equation 4). The pleasure from reciprocating (Equation 5) is the product of the trustor’s

perceived kindness toward the trustee (Equation 6) and the trustee’s kindness toward the trustor

(Equation 7). The product is weighted by his sensitivity to reciprocity denoted ρi ≥ 0. To define

the trustor’s perceived kindness, we compare the payoff that the trustee would receive, given

the trustor’s expectations (E − Φω), to an equitable payoff which corresponds to the average

between the worst and the best payoff he can receive, given the trustor’s expectations (πetrustee).

To define the trustee’s kindness, we compare the payoff the trustor receives from the trustee’s

action (y) to an equitable payoff (πetrustor) which corresponds to the average between the worst

and the best payoff she can receive from the trustee’s action.

ur,i(y,Φω) = (E − y) + r(y,Φω) (4)

with ri(y,Φω) = ρi · λ(Φω) · k(y) (5)

with λ(Φω) = (E − Φω)− πetrustee = (E − Φω)− (E − Φω) +Otrustee

2

=
E −Otrustee − Φω

2
(6)

with k(y) = y − πetrustor = y − 0 + E

2
= y − E

2
(7)

If Φω ≥ E −Otrustee, ur,i(y,Φω) is maximized for y∗ = 0;12 the trustor is perceived unkind,

and the trustee responds with the least kind option possible. If Φω < E − Otrustee, there

is a trade-off between the reciprocity motive (responding with kindness) and the self-interest

motive. Therefore, y∗ depends on the relative weight of the material payoff, 1, and of the

11If γi = 1, then ug,i = E − Φω, hence the solution is indeterminate: y∗ ∈ [0, E].
12When Φω = E−Otrustee, this is a special case where the trustee is purely selfish because Equation 5

is null.
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kindness function, ρi ·λ(Φω). If ρi <
2

E−Otrustee−Φω
, ur,i(y,Φω) is maximized for y∗ = 0, whereas

if ρi >
2

E−Otrustee−Φω
, ur,i(y,Φω) is maximized for y∗ = E.13

Proposition 2. If Φω ≥ E − Otrustee, that is if the trustor is perceived as unkind, reciprocal

trustees return y∗ = 0. If Φω < E − Otrustee, that is the trustor is perceived as kind, and if

(i) ρi <
2

E−Otrustee−Φω
, reciprocal trustees return y∗ = 0 or (ii) ρi >

2
E−Otrustee−Φω

, reciprocal

trustees return y∗ = E.

For the remaining of the analysis, we introduce fi(y,Φ), the psychological component of the

utility function. When a trustee is guilt averse, then fi(y,Φ) = gi(y,Φ); when a trustee is recip-

rocal, then fi(y,Φ) = ri(y,Φ); and when the trustee does not have belief-dependent preferences,

then fi(y,Φ) = 0 .

To reflect many real-life situations, we focus on cases where there exists a trade-off between the

monetary payoff and the psychological component of the utility function, that is when y∗ > 0

in at least one state of the world. Hence, we restrict our analysis to sufficiently guilt-averse

(γi > 1) and sufficiently reciprocal (ρi >
2

E−Otrustee−Φω
) trustees, and constrain our framework

such that the trustor is always perceived as kind when choosing In (Φω < E −Otrustee).

2.3 Information Acquisition Strategy

First, we define the trustees’ decision problem under certainty about the true state of the world.

Let ûg,i(Φω) = maxy ug,i(y,Φω) be a guilt-averse trustee’s maximum utility achievable for a

given expectation. This function decreases with Φ: the higher the expectations of the trustor,

the less the trustee keeps for himself. Symmetrically, let ûr,i(Φω) = maxy ur,i(y,Φω) be a re-

ciprocal trustee’s maximum utility achievable for a given expectation. This function increases

with Φ: the higher the expectations of the trustor, the lower the perceived kindness, the more

the trustee keeps for himself.14 The proof is provided in Section A.1. Recalling our auxiliary

assumption which states that 0 ≤ ΦL < ΦH ≤ E, it follows that ûg,i(ΦL) > ûg,i(ΦH) for a

13If ρi = 2
E−Otrustee−Φω

, then ur,i = E
2 , hence the solution is indeterminate: y∗ ∈ [0, E].

14Note that for a reciprocal trustee, this statement holds for y < E
2 . A detailed discussion of this

condition is provided in Section A.1.
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guilt-averse trustee and ûr,i(ΦL) < ûr,i(ΦH) for a reciprocal trustee.

Second, we define the decision problem under uncertainty about the true state of the world in

a situation where, before choosing how much to return, the trustee can acquire costless signals

about the true state of the world. We define p′ the updated probability of p after the acquisition

of signal(s). The trustee can acquire one or two types of signals, represented by the random

variables SL and SH . With probability s, the signal Sω reveals that the state is ω given that the

state is indeed ω (Sω = ω), and with probability 1−s, the signal does not reveal the state of the

world (null signal, Sω = 0). After a null signal, the trustee updates the probability p using Bayes’

rule, which yields p′ = (1−s)p
(1−s)p+(1−p) after SL = 0 and p′ = p

p+(1−s)(1−p) after SH = 0. Receiving a

null signal never removes the uncertainty. In fact, for any updated probability p′, it exists ε ≥ 0,

the margin of tolerance “near certainty”, such that ε < p′ < 1− ε. Finally, if the trustee receives

both SL = 0 and SH = 0, no update is necessary as the two signals cancel out each other: p′ = p.

We distinguish between objective and subjective belief-dependent preferences. For an objec-

tive trustee, the psychological component depends on the true state of the world. Therefore,

Φω can take two values either Φω = ΦL in the Low state or Φω = ΦH in the High state.

Under uncertainty, an objective trustee cannot be sure to choose the action that minimizes

his guilt, or maximize his pleasure from reciprocity. Therefore, an objective guilt-averse (re-

ciprocal) trustee must minimize (maximize) the expected psychological component given by:

p · fi(y,ΦL) + (1− p) · fi(y,ΦH).

For a subjective trustee, the psychological component depends on the epistemic state of the

world. We follow Spiekermann and Weiss (2016) in proposing a coarse mapping of beliefs.15 We

define Φp the step function (Equation 8) corresponding to the three epistemic states: knowing

that the true state is Low, Φp′ = ΦL, knowing that the true state is High, Φp′ = ΦH , or not

15In the context of compliance to social norms, Spiekermann and Weiss (2016, p. 174) argue that “since
degrees of beliefs are not observable in detail, it is unlikely that social norms take them as argument with
any great precision. [...] This is mirrored in our everyday language rergarding normative choices, in which
we rarely refer to degree of beliefs”. We consider that the same reasoning applies for belief-dependent
preferences.
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knowing the true state, Φp′ = ΦU .

Φp′ =



ΦL if p′ ≥ 1− ε

ΦU if ε < p′ < 1− ε

ΦH if p′ ≤ ε

(8)

What is the optimal information acquisition for a belief-dependent trustee depending on whether

his preferences are objective or subjective? Recall that trustees can choose to acquire (i) SL

only, (ii) SH only, or (iii) both SL and SH . Given y∗, an objective belief-dependent trustee

maximizes his utility when his return matches the true state of the world, that is, when he

learns the true state of the world. Hence, the information acquisition strategy that maximizes

his utility is to acquire both signals, as it maximizes his chances to learn about the true state

of the world. The proof is provided in Section A.2.

Proposition 3. Objective belief-dependent trustees acquire both signals, regardless of their belief-

dependent motives.

In contrast, a subjective belief-dependent trustee maximizes his utility if his return matches

what he believes about the true state of the world. A subjective guilt-averse trustee minimizes

the conflict between monetary payoff and guilt when he holds the belief that the state of the

world is low (recall that under certainty, ûg,i(ΦL) > ûg,i(ΦH)). Consequently, a subjective guilt-

averse trustee will sample information from the signal SL only, which provides either information

congruent with that beliefs, or no information. Symmetrically, a subjective reciprocal trustee

minimize the conflict between monetary payoff and the pleasure from reciprocity when the

state of the world is High (recall that under certainty, ûr,i(ΦH) > ûr,i(ΦL)). Consequently, a

subjective reciprocal trustee will sample information from the signal SH only, which provides

either information congruent with that beliefs, or no information. The proof is provided in

Section A.3.

Proposition 4. Subjective belief-dependent trustees with a coarse mapping of beliefs will acquire

a Low signal only if they are guilt-averse, and acquire a High signal only if they are reciprocal.
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3 Design

In order to test our main theoretical predictions, we designed an experiment that mimics the

theoretical framework described in Section 2. Within this framework, we first introduced un-

certainty about the trustors’ expectations, and then provided trustees’ with an opportunity to

acquire information to alleviate this uncertainty.

Trust game. At the beginning of the experiment, participants were randomly allocated

to either the role of trustor or the role of trustee. Trustors faced two options: Out and In. If they

chose Out, the game ended and both type of players received an outside option. The trustees’

outside option was equal to 90 cents.16 In contrast, the trustors’ outside option depended on the

game being played. If trustors chose In, they forewent their outside option. As a consequence,

trustees received 200 cents to allocate between themselves and their matched trustor in incre-

ment of 15 cents. Players were informed of the entire payoff structure, including the existence

of two equally likely outside options for trustors at the time of decision. Trustors were informed

about their own outside option before they made their decision. In contrast, trustees did not

know the trustors’ actual outside option at the time of decision.

Outside option manipulation. In the Low game, trustors received 15 cents if they chose

Out. In contrast, trustors received 75 cents if they chose Out in the High game. This feature of

the design creates an exogenous variation in the participant’s beliefs about the trustor’s expected

payoffs from choosing In. We operate under the assumption that trustors who chose In expect a

return at least equal to the outside option that they were willing to forego. Therefore, conditional

on choosing In, (i) trustors’ first-order beliefs about their own payoff should be higher when the

outside option is High rather than Low, and (ii) anticipating this, trustees’ second-order beliefs

about the trustors’ payoff should also be higher when the outside option is High rather than Low.

Beliefs elicitation. Before both trustors and trustees made their decisions, we elicited

16All amounts are in USD.
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their conditional beliefs about the trustors’ expected payoffs from choosing In. To do so, we

asked trustors to indicate how much they expected their trustee to send them if they chose In,

both in the Low game and the High game. The elicitation of trustors’ first-order beliefs was

incentivized. Trustors’ beliefs corresponding to the true state of the world were matched with

their trustee’s decision in the corresponding state of the world. If a trustor’s belief was accurate,

with a 15 cents margin of error, she was paid 50 cents. Symmetrically, we asked trustees to

indicate how much trustors expected to receive if they chose In, both in the Low game and the

High game. The elicitation of trustees’ second-order beliefs was incentivized using the the same

procedure described above. Trustees’ beliefs corresponding to the true state of the world were

matched with their trustor’s belief in the corresponding state of the world. Trustees received 50

cents if their beliefs were accurate with a 15 cents margin of error.

Trustee’s return choices. Trustees did not know their trustor’s actual outside option

at the time of decision. Hence, we elicited how much trustees wanted to send to the trustor

both in case they learned that the outside option was Low (Decision Low) and in case they

learned that the outside option was High (Decision High).17 This key feature of the design,

inspired by the “menu” method of Bellemare et al. (2011), is crucial to identify trustees with

belief-dependent preferences. Indeed, because trustors’ outside options were designed to induce

a shift in beliefs, eliciting trustees’ returns conditional on their knowledge of the different outside

options was equivalent to eliciting their choices conditional on the trustors’ first-order beliefs.18

Trustees were informed that if they learned before the end of the experiment that the trustor’s

actual outside option was Low, Decision Low would be implemented. Symmetrically, if they

learned that the trustor’s actual option was High, Decision High would be implemented. If they

remained uninformed about their trustor’s actual outside option, the trustor would receive the

average of Decision Low and Decision High.19

17Note that because trustees did not observe the trustor’s decision, they were asked to make a decision
in the eventuality that their trustor chose In (strategy method).

18A similar procedure was used by Khalmetski (2016).
19Note that the model requires that yL < yU < yH . Setting yU = yL+yH

2 has the advantage to reflect
the expected transfer under uncertainty without introducing probabilities to the participants.
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Trustee’s information acquisition. After making their conditional transfer decisions,

trustees were unexpectedly offered the opportunity to acquire information about their trustor’s

outside option. To do so, we used the same procedure as in Spiekermann and Weiss (2016).

Trustees faced two potential sources of information that took the form of four envelopes of

two different colors: silver and gold. Trustees knew that if their trustor’s outside option was

Low, the information would be in one of the two silver envelopes, and the three other envelopes

would empty. If their trustor’s outside option was High, the information would be in one of the

gold envelopes, and the three other envelopes would be empty. Trustees could open (i) a silver

envelope, (ii) a gold envelope, or (iii) both a silver envelope and a gold envelope.20 By opening a

single envelope, trustees can strategically bias their information acquisition to learn only about

one of the two signals. In contrast, opening both a silver and a gold envelope maximizes trustees’

chances to learn the trustor’s actual outside option. The information acquisition procedure is

summarized in Figure 2.

Figure 2: Choosing a source of information

Post-experimental questionnaires. By definition, participants’ level of reasoning may af-

fect their responsiveness to our treatment manipulation (as trustees needed to infer their trustor’s

expectations from their trustor’s potential outside options). Hence, we elicited participants level

of reasoning using a 2/3 beauty-contest game at the end of the experiment. Participants were

asked to indicate a number between 0 and 100, and were rewarded with 100 cents if the number

they indicated corresponded to two-third of the mean of the numbers indicated by all par-

ticipants enrolled in the experiment. We also asked participants to report their age, gender,

employment status, annual income and weekly expenditure. Finally, participants were asked to

20The order of presentation of the envelopes was randomized at the participant level.
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rate the clarity of the instructions using a scale from “extremely unclear” to “extremely clear”.

In addition, we asked trustees to explain their information acquisition decision in a free form

format. They were rewarded 50 cents to provide an answer.

Procedures We conducted the experiment online on Amazon MTurk. We recruited a

total of 320 participants from the United States of America.21 Participation was restricted to

individuals over 18 years of age, who completed at least 300 HITs with an approval rate of at

least 99%. Participants were randomly allocated the role of trustor or trustee at the beginning of

the experiment. Pairs were formed after all participants had completed the experiment. During

the experiment, participants could re-read the instructions at any time by clicking on a reminder

button at the top of their screen.22 Moreover, they had to answer a comprehension questionnaire

correctly after the presentation of the instructions in order to proceed. Participants were paid

less than 48 hours after the completion of the experiment.

4 Experimental Hypotheses

In Section 2, we assumed that a higher trustor’s outside option increases both trustors’ first-

order beliefs and trustees’ second-order belief about the trustor’s payoff from choosing In. This

is based on the rationale that a profit-maximizing trustor chooses In only if she expects to re-

ceive an amount at least equal to the outside option that she foregoes by doing so.23

Auxiliary Hypothesis 1. Conditional on choosing In, trustors’ first-order beliefs and trustees’

second-order beliefs increase with the trustor’s outside option.

21With that sample size, the minimum detectable effect size with statistical power at the recommended
.80 level is 0.44 for comparisons of the proportion of each information acquisition strategy between belief-
independent and belief-dependent trustees (Cohen, 2013), which is sufficient to detect an effect of half
the magnitude of the one observed in Spiekermann and Weiss (2016).

22The screens used in the experiment are provided in Appendix D.
23Note that our manipulation of the outside option only implies that the distribution of “rational”

beliefs conditional on choosing In has a higher minimum when the outside option is High rather than
Low. Yet, it is possible that a trustor’s first-order beliefs are constant across the two outside options but
still within the range of “rational” beliefs.
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If Auxiliary Hypothesis 1 is verified, we can identify trustees’ types based on their conditional

transfer decisions: non belief-dependent (i.e., their return does not depend on the trustor’s

expectations), guilt-averse (i.e., their return increases with the trustor’s expectations) and re-

ciprocal (i.e., their return decreases with the trustor’s expectations). Because we do not observe

trustees’ guilt sensitivity γi or reciprocity sensitivity ρi, but only their choice y and their be-

liefs about the trustor’s expectations Φω, we follow Dufwenberg et al. (2011) in identifying

belief-dependent trustees approximately (rather than exactly). We contend that we can iden-

tify sufficiently guilt-averse players through the positive relationship between y and Φω.24 To

identify reciprocal trustees, we adopt a similar method. We know that the higher Φω, the less

likely ρi is to exceed the threshold 2
110−Φω

above which it implies y∗ = 200. Therefore, we can

identify reciprocal trustees through the negative relationship between y and Φω. This leads to

our second auxiliary hypothesis.

Auxiliary Hypothesis 2. The proportion of trustees identified as having belief-dependent pref-

erences is strictly positive.

Our main research question is to identify whether individuals who exhibit belief-dependent pref-

erences bias their information acquisition strategy in a self-serving way. Belief-dependent pref-

erences can be objective, that is, they depend on the actual state of the world. Participants with

such preferences maximise their utility when their return matches the state of the world. Hence,

they should open both a silver and a gold envelope, regardless of their belief-dependent motive,

as doing so maximise their chances to learn the true state of the world. Yet, belief-dependent

preferences can also be subjective, that is, they can depend on individuals’ beliefs about the state

of the world. In this case, our model predicts differentiated information acquisition strategies

depending on the participant’s belief-dependent motive. As described in Proposition 4, trustees

with subjective belief-dependent preferences should acquire the signal that minimizes the tension

between his monetary payoff and his belief-dependent concerns. Hence, a guilt-averse trustee

should only seek a Low signal, as doing so gives them the opportunity to learn that the state

24Remember that y∗ ∈ {0; Φω}.
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of the world is Low, while avoiding to learn that the state is High. Symmetrically, a reciprocal

trustee should only seek a High signal, as doing so gives them the opportunity to learn that the

state of the world is High, while avoiding to learn that the state is Low. This leads to our two

main hypotheses.

Hypothesis 1. Guilt-averse trustees are more likely to open only the silver envelope compared

to belief-independent trustees.

Hypothesis 2. Reciprocal trustees are more likely to open only the gold envelope compared to

belief-independent trustees.

These hypotheses were pre-registered on AsPredicted.25

5 Experimental Results

In this section, we first evaluate whether beliefs are affected by the outside option manipulation.

Then, we classify trustees’ according to their type of preferences: belief-independent, guilt-averse

or reciprocal. Finally, we assess how these preferences affect the trustees’ information acquisition

strategy.

5.1 Are beliefs affected by the outside option manipulation?

In this section, we assess whether Auxiliary Hypothesis 1 is verified, that is, whether trustors’

first-order beliefs and trustees’ second-order beliefs about trustors’ payoff from choosing In are

higher in High game than in the Low game.

Figure 3 displays the combination of beliefs about trustors’ expected payoffs from choosing In in

the Low game (x-axis) and the High game (y-axis). Beliefs of trustors are presented in the left

panel and those of trustees in the right panel. Figure 3 shows that there is a lot of heterogeneity

in responsiveness to the outside option manipulation.

25Link: https://aspredicted.org/blind.php?x=9md4uc.
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(a) Trustors’ first-order beliefs (b) Trustees’ second-order beliefs

Figure 3: Distribution of individual beliefs about trustors’ expected payoff from In

The majority of participants’ beliefs verify Auxiliary Hypothesis 1. We find that 53.13% of

trustors and 61.25% of trustees held higher beliefs in the High game than in the Low game

(i.e., observations above the 45 degree line). In contrast, 10% of trustors and 8.13% of trustees

indicated higher beliefs in the Low game than in the high Game (i.e., observations below the

45 degree line), while 28.75% of trustors and 38.75% of trustees indicated similar expectations

regardless of the game being played (i.e., observations on the 45 degree line). Interestingly, there

seems to be a strong focal point around the egalitarian allocation with 50% of the participants

with undifferentiated beliefs indicating beliefs at 90 cents in both games. To test our theoret-

ical predictions, further analyses focus on the sub-sample of trustees who satisfied Auxiliary

Hypothesis 1.

Result 1. 53.13% of trustors’ first-order beliefs and 61.25% of trustees’ second-order beliefs are

higher when the outside option is High rather than Low.

5.2 Are trustees motivated by belief-dependent preferences?

In this section, we classify trustees who satisfy Auxiliary Hypothesis 1 as guilt-averse, reciprocal

or belief-independent based on their conditional transfers. Figure 4 displays the combinations of

trustees’ returns in the Low game (x-axis) and the High game (y-axis). Trustees who returned

more in the High than in the Low game are classified as guilt-averse (i.e., observations above

the 45 degree line). In contrasts, trustees who returned more in the Low than in the High

game are classified as reciprocal (i.e., observations below the 45 degree line). Finally, trustees
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who returned the same amount regardless of the game are classified as belief-independent (i.e.,

observations on the 45 degree line).

Figure 4: Trustees’ return strategies

About half of the trustees can be classified as belief-independent (52.04%, n = 51), returning on

average 50.00 cents (se = 6.14). This average return hides two focal points where the trustees’

payoff is maximized (returning 0 cents) and where equality is maximized (returning 90 cents).

We found that 43.88% (n = 43) of trustees can be classified as guilt-averse. The average amount

returned by guilt-averse trustees is 87.91 cents (se = 3.37) in the High game and 53.37 cents

(se = 5.02) in the Low game. Only 4.08% of trustees can be classified as reciprocal (n = 4).

The average amount returned by reciprocal trustees is 75 cents (se = 26.70) in the High game

and 101.25 cents (se = 26.95) in the Low game (Wilcoxon signed rank test, p = 0.058). These

observations yield Result 2.

Result 2. There is a positive proportion of belief-dependent trustees in our sample: 43.88% of

trustees can be classified as guilt-averse, and 4.08% of trustees can be classified as reciprocal.
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5.3 How do belief-based preferences affect information acquisi-

tion?

We now examine whether belief-independent and belief-dependent trustees adopt different in-

formation acquisition strategies. As discussed in Section 2, we focus on trustees whose choices

revealed a trade-off between their monetary and their belief-dependent motives. This excludes

two reciprocal trustees who returned more than 90 (i.e. who cared only about their recipro-

cal motivation) and one additional reciprocal trustee who indicated that trustors’ expected to

receive more than 110 conditional on choosing In (i.e., who perceived the trustor as unkind).

Because this leaves us with only one reciprocal trustee that satisfies the criteria above, we re-

strict our analysis of trustees’ information acquisition strategies to trustees that we classified as

either belief-independent or guilt-averse.26

Figure 5: Distribution of information acquisition strategies for belief-independent and guilt-averse
trustees.

Figure 5 displays the distribution of information acquisition strategies for belief-independent

(left-hand side) and guilt-averse trustees (right-hand side). It shows that the majority of belief-

26Note that the unique reciprocal trustee with a tension between his/her material and reciprocal mo-
tivation chose to acquire a High signal only, which is consistent with subjective preferences.
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independent trustees chose to open both envelopes (52.94%) and they did so significantly more

than they would by chance (binomial test, H0 = 0.33, p = 0.004). We found that 17.65% of

belief-independent trustees opened a silver envelope only, and 29.41% opened a gold envelope

only. While our model makes no prediction on what belief-independent trustees should do,

these results suggest that the default choice in the absence of strategic concerns, is to acquire

as much information as possible.27 The post-experimental questionnaire allows us to investigate

potential explanation for the trustees’ information acquisition strategy. It revealed that 75% of

belief-independent trustees who chose to open both envelopes indicated that they did so out of

curiosity.28

In contrast to belief-independent trustees, the majority of guilt-averse trustees chose to open a

silver envelop only (60.46%) and they did so significantly more than they would by chance (bino-

mial test, H0 = 0.33, p < 0.001). In addition, the proportion of guilt-averse trustees who chose

to open a silver envelope only is significantly higher than the proportion of belief-independent

trustees who made the same choice (Pearson’s chi-square test, p < 0.001) (Result 3). The re-

sults of multinomial logit regressions reported in Table 3 in Appendix corroborate these findings.

Altogether, these observations suggest that the majority of guilt-averse trustees exhibit an in-

formation acquisition strategy consistent with subjective preferences. In the post-experimental

questionnaire, 79.17% of guilt-averse trustees who chose to open a silver envelope indicated that

they did so because it maximized their payoffs.29

Result 3. Guilt-averse trustees are more likely to open only the silver envelope compared to

belief-independent trustees.

Although our model is agnostic on the relative proportions of the different information acquisi-

tion strategies, it is noteworthy that 20.93% of guilt-averse trustees chose to open both envelopes

and 18.60% opened a gold envelope only. Both of these proportions are significantly lower than

27Belief-independent trustees earn the same payoff irrespective of what they learn, as their conditional
returns are the same regardless of the trustor’s outside option.

28This result is based on the answers of the 43 out of 51 belief-independent trustees who did provide
an answer. The distribution of answers can be found in Table 2 in Appendix.

29This result is based on the answers of the 40 out of 43 guilt-averse trustees who did provide an answer.
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the proportion of trustees opening a silver envelope only (Wilcoxon signed rank tests: p = 0.004

and p = 0.002, respectively). The trustees opening both envelopes displayed a behavior consis-

tent with objective guilt-averse preferences. However, we contend that the proportion of trustees

opening a gold envelope only corresponds to behavioral noise. Indeed, Figure 11 in Appendix

shows that this share goes down to 5.56% when excluding trustees who reported that (i) they did

not understand that their choice of envelopes was payoff-relevant (n=6) or (ii) the instructions

were not “extremely clear” (n=24).

Table 1: Average marginal effects of monetary incentives on the likelihood of each sampling strategy

Open Silver Open Gold Open both

(1) (2) (3) (4) (5) (6)

Return(High) - Return(Low) 0.003 0.004 -0.000 0.000 -0.003 -0.004

(0.004) (0.004) (0.003) (0.003) (0.003) (0.003)

Ind. controls No Yes No Yes No Yes

Observations 43 43 43 43 43 43

Notes: Table 1 reports the average marginal effects of our multinomial logit model of the difference

in conditional returns on the likelihood of a given sampling strategy. Controls include the amount

guessed in the beauty contest game and socio-demographic characteristics (age, identifying as a female,

annual income, weekly expenditure). The sample is restricted to guilt-averse trustees only. Standard

errors are in parentheses. * p < 0.05, ** p < 0.01, *** p < 0.001.

To further investigate the determinants of guilt-averse trustees’ information acquisition strategy,

we estimate multinomial logit models in which the dependent variable is a categorical variable

that summarizes the three information acquisition strategies. The main explanatory variable

corresponds to the difference between the amount returned by a guilt-averse trustee when he/she

learns that the game is High and the amount returned when he/she learns that the game is Low.

We control for participants’ age and whether the participant indicated that she identified as a

female, as well as participants’ annual income and average weekly expenditures.
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The average marginal effects (AME) are displayed in Table 1. We do not find evidence that con-

ditional returns affects trustees’ information acquisition strategy. Interestingly, female trustees

are significantly more likely to open both envelopes (AME = 0.207, p = 0.035), which suggest

that female trustees are more likely to hold objective belief-dependent preferences than non-

female trustees. This is supported by Table 5 in Appendix, which shows no differences in beliefs

or conditional return decisions between female and non-female trustees.

In the light of our small sample size, we do not find evidence that guilt-averse trustees with

the most money to lose from learning about a specific state of the world are the most likely to

engage in self-serving information acquisition strategies.

6 Discussion and Conclusion

Other-regarding preferences are prevalent in most human societies. However, the robustness of

these preferences tends to be challenged in the presence of uncertainty in their decision envi-

ronment. For instance, individuals with outcome-based preferences have been shown to exploit

uncertainty about the relationship between actions and outcomes to behave more selfishly. In

contrast, the literature on belief-dependent preferences has focused on situations where the

uncertainty on others’ expectations is automatically resolved when the action is implemented.

Hence, one can wonder whether individuals with belief-based preferences would be prone to

avoid the cost of following their conscience when given the opportunity to do so. In this pa-

per, we investigated whether individuals with belief-dependent preferences select their source of

information strategically in order to minimize the tension between their monetary interest and

their belief-dependent motive.

We adapted the information acquisition model by Spiekermann and Weiss (2016) to study

whether guilt-averse and reciprocal agents strategically acquire information about others’ ex-
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pectations. Our model predicts that agents with objective belief-dependent preferences always

prefer more information, while agents with subjective belief-dependent preferences strategically

seek information that minimizes the tension between their monetary interest and their belief-

dependent concern. We then tested our predictions in an online experiment. We designed a

modified trust game in which we manipulate trustees’ beliefs about trustors’ expectations by

varying trustors’ outside option. We then elicited trustees’ preferences by asking them to report

their return choices conditionally on the trustors’ outside option. Finally, trustees were given

the opportunity to acquire information about the trustors’ outside option.

We found that about half of trustees could be classified as guilt-averse (44%). Among these

guilt-averse trustees, 60.47% chose to acquire only the signal that was congruent with their

monetary incentives, consistent with our theoretical predictions for subjective preferences. We

did not find that individuals with the most differentiated return decisions were more likely to

engage in such self-serving information acquisition strategies. Finally, it is worth mentioning

that a non-trivial fraction of our sample acquired information in a pattern consistent with ob-

jective belief-dependent preferences (20.93%).

Our main contribution is to show that a majority of individuals bias their information acquisition

strategy towards self-serving signals to avoid the expected monetary cost of following their con-

science (i.e., implementing the return decision that corresponds to the true state of the world).

In the literature on belief-dependent preferences, the uncertainty about others’ expectations is

typically resolved when actions are implemented (cf. menu method). Our experimental design

deviates from this literature by allowing uncertainty about other’s expectations either not to

be resolved or to be resolved strategically, which is a more realistic information structure. Our

findings suggest that previous research have captured an upper bound of the positive impact of

belief-dependent preferences on pro-social behavior.

Nonetheless, our paper has some limitations. Both our theoretical model and our experimental

design consider the case of a coarse mapping of beliefs, i.e., the belief about the state of the
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world is a step function. If we were to relax this feature and allow for linear beliefs, the optimal

choice of a trustee with subjective belief-dependent preferences would be to avoid information

altogether, a choice that was not available in our experiment.

In terms of policy implications, it seems that nudging people towards pro-social outcomes can be

done through their belief-dependent preferences only if others’ expectations cannot be ignored.

When others’ expectations are uncertain and strategic information search is possible, a majority

of belief-dependent individuals seek self-serving information, which eventually leads them to

select the payoff-maximizing action without compromising their belief-dependent motives.
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A Proofs adapted from Spiekermann and Weiss (2016)

A.1 Proof on the variation of û with respect to Φ

We want to show that û′g,i(Φω) ≤ 0 for guilt-averse trustees and û′r,i(Φω) ≥ 0 for reciprocal
trustees. According to the envelope theorem, the total derivative at point y∗ is equal to the
following partial derivative:

û′i(Φ) =
∂

∂Φ
ui(y,Φ)

∣∣∣
y=y∗

=
∂

∂Φ
[(E − y∗)− fi(y∗,Φ)] (9)

For a guilt-averse trustee, it yields the following. Note that, by construction Φω ≥ y∗, therefore
max{0, (Φω − y∗)} = Φω − y∗.

û′g,i(Φω) =
∂

∂Φω
[(E − y∗)− γi(Φω − y∗)]

= −γi ≤ 0 (10)

For a reciprocal trustee, it yields the following:

û′r,i(Φω) =
∂

∂Φω
[(E − y∗) + ρi(

E − 90− Φω

2
)(y∗ − E

2
)]

= −ρi
2︸︷︷︸
≤0

(y∗ − E

2
)︸ ︷︷ ︸

?

(11)

As highlighted in Section 2, we focus on the information acquisition of trustees who face a trade-
off between their monetary and belief-dependent motives, which exclude reciprocal trustees who
give more than half of their endowment to the trustor: y > E

2 (i.e., trustees who only care about
their belief-dependent motive). This restriction is consistent with the typical behavior observed
in the literature: the meta-study by Johnson and Milsin (2011) on behavior in the trust-game
shows that approximately 90% of trustees return less than half of their endowment. It is also
consistent with the behavior observed in our experimental data, where 88.75% of trustees re-
turned less than half the endowment in the Low game, and 81.25% in the High game. Restricting
our analysis to the case where y < E

2 , we can conclude that û′r,i(Φ) > 0.

A.2 Proof of Proposition 3

In this proof to simplify the notation, we denote E − y as v(y).

When acquiring the signal is SL, the expected utility of an objective guilt-averse trustee is the
weighted sum of the trustee’s guilt when the true state is ω = L and the trustee knows it (with
probability ps), when the true state is SL but the trustee does not know it (with probability
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p(1− s)), and when the true state is SH (with probability (1− p)).

EuL = ps · ug,i(y∗L,ΦL) + p(1− s) · v(y∗U ,ΦL)− p(1− s) · gi(y∗U ,ΦL)

+(1− p) · v(y∗U ,ΦH)− (1− p) · gi(y∗U ,ΦH)

= ps · ug,i(y∗L,ΦL) + (1− ps) · v(y∗U )− p(1− s) · gi(y∗U ,ΦL)

−(1− p) · gi(y∗U ,ΦH) (12)

Similarly, when acquiring the signal is SL, the expected utility of an objective reciprocal trustee
is given by the following equation.

EuL = ps · ur,i(y∗L,ΦL) + (1− ps) · v(y∗U ) + p(1− s) · ri(y∗U ,ΦL)

+(1− p) · ri(y∗U ,ΦH) (13)

When acquiring the signal is SH , the expected utility of an objective guilt-averse trustee is the
weighted sum of the trustee’s guilt when the true state is ω = H and the trustee knows it
(with probability (1 − p)s), when the true state is SH but the trustee does not know it (with
probability (1− p)(1− s)), and when the true state is SL (with probability p).

EuH = (1− p)s · ug,i(y∗H ,ΦH) + (1− p)(1− s) · v(y∗U ,ΦH)

−(1− p)(1− s) · gi(y∗U ,ΦH) + p · v(y∗U ,ΦL)− p · gi(y∗U ,ΦL)

= (1− p)s · ug,i(y∗H ,ΦH) + (1− s+ ps) · v(y∗U )− (1− p)(1− s) · gi(y∗U ,ΦH)

−p · gi(y∗U ,ΦL) (14)

Similarly, when acquiring the signal is SH , the expected utility of an objective reciprocal trustee
is given by the following equation.

EuH = (1− p)s · ur,i(y∗H ,ΦH) + (1− s+ ps) · v(y∗U ) + (1− p)(1− s) · ri(y∗U ,ΦH)

+p · ri(y∗U ,ΦL) (15)

When acquiring both signals, the expected utility of an objective guilt-averse trustee is the
weighted sum of the trustee’s guilt when the true state is ω = L and the trustee knows it (with
probability ps), when the true state is ω = H and the trustee knows it (with probability (1−p)s)
when the true state is SL but the trustee does not know it (with probability p(1−s)), and when
the true state is SH but the trustee does not know it (with probability ((1− p)(1− s)).

EuLH = ps · ug,i(y∗L,ΦL) + (1− p)s · ug,i(y∗H ,ΦH) + p(1− s) · v(y∗U ,ΦL)− p(1− s) · gi(y∗U ,ΦL)

+(1− p)(1− s) · v(y∗U ,ΦH)− (1− p)(1− s) · gi(y∗U ,ΦH)

= ps · ug,i(y∗L,ΦL) + (1− p)s · ug,i(y∗H ,ΦH) + (1− s) · v(y∗U )

−p(1− s) · gi(y∗U ,ΦL)− (1− p)(1− s) · gi(y∗U ,ΦH) (16)

Similarly, when acquiring both signals, the expected utility of an objective reciprocal trustee is
given by the following equation.

EuLH = ps · ur,i(y∗L,ΦL) + (1− p)s · ur,i(y∗H ,ΦH) + (1− s) · v(y∗U ) + p(1− s) · ri(y∗U ,ΦL)

+(1− p)(1− s) · ri(y∗U ,ΦH) (17)

We compare the expected utilities of receiving signal SH (EuH) to receiving both signals
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(EuLH).

EuLH − EuH = ps · ug,i(y∗L,ΦL) + (1− p)s · ug,i(y∗H ,ΦH) + (1− s) · v(y∗U )− p(1− s) · gi(y∗U ,ΦL)

−(1− p)(1− s) · gi(y∗U ,ΦH)− (1− p)s · ug,i(y∗H ,ΦH)− (1− s+ ps) · v(y∗U )

+(1− p)(1− s) · gi(y∗U ,ΦH) + p · gi(y∗U ,ΦL)

= ps · [ug,i(y∗L,ΦL)− v(y∗U ) + gi(y
∗
U ,ΦL)]

= ps · [ug,i(y∗L,ΦL)− ug,i(y∗U ,ΦL)︸ ︷︷ ︸
>0

] (18)

Equation 18 is positive since, given ΦL, utility is maximal at ûg,i(ΦL) = ug,i(y
∗
L,ΦL). Using the

same reasoning, it yields to the following equation for subjective reciprocal trustees.

EuLH − EuH = ps · [ur,i(y∗L,ΦL)− ur,i(y∗U ,ΦL)︸ ︷︷ ︸
>0

] (19)

We compare the expected utilities of receiving signal SL (EuL) to receiving both signals
(EuLH).

EuLH − EuL = ps · ug,i(y∗L,ΦL) + (1− p)s · ug,i(y∗H ,ΦH) + (1− s) · v(y∗U )− p(1− s) · gi(y∗U ,ΦL)

−(1− p)(1− s) · gi(y∗U ,ΦH)− ps · ug,i(y∗L,ΦL)− (1− ps) · v(y∗U )

+p(1− s) · gi(y∗U ,ΦL) + (1− p) · gi(y∗U ,ΦH)

= (1− p)s · [ug,i(y∗H ,ΦH)− ug,i(y∗U ,ΦH)] > 0 (20)

Equation 20 is positive since, given ΦH , utility is maximal at ûg,i(ΦH) = ug,i(y
∗
H ,ΦH). Using

the same reasoning, it yields to the following equation for subjective reciprocal trustees.

EuLH − EuL = (1− p)s · [ur,i(y∗H ,ΦH)− ur,i(y∗U ,ΦH)] > 0 (21)

We can conclude that taking both signals is the preferred choice for objective belief-dependent
trustees.

A.3 Proof of Proposition 4

The expected utility of acquiring signal SL for a subjective trustee corresponds to the weighted
sum of the trustee’s utility when the state is ω = L and the trustee knows it with probability
(with probability ps), and when the trustee is uncertain about the state (with probability 1−ps).

EuL = ps · ûi(ΦL) + (1− ps) · ûi(ΦU ) (22)

Symmetrically, The expected utility of acquiring signal SL for a subjective trustee corresponds
to the weighted sum of the trustee’s utility when the state is ω = L and the trustee knows it
with probability (with probability (1− p)s), and when the trustee is uncertain about the state
(with probability 1− s+ ps).

EuH = (1− p)s · ûi(ΦH) + (1− s+ ps) · ûi(ΦU ) (23)

Finally, the expected utility of acquiring signal SL for a subjective trustee corresponds to the
weighted sum of the trustee’s utility when the state is ω = L and the trustee knows it with prob-
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ability (with probability ps), when the state is ω = L and the trustee knows it with probability
(with probability (1− p)s), and when the trustee is uncertain about the state (with probability
1− s).

EuLH = ps · ûi(ΦL) + (1− p)s · ûi(ΦH) + (1− s) · ûi(ΦU ) (24)

First, we focus on the case of guilt-averse trustees. To conclude from the equations below,
recall that (i) since ΦL < ΦU < ΦH , it follows that ûg,i(ΦL) > ûg,i(ΦU ) > ûg,i(ΦH), and (ii) p
and s ∈ [0, 1].

EuL − EuH = ps · ûg,i(ΦL) + (1− ps) · ûg,i(ΦU )− (1− p)s · ûg,i(ΦH)− (1− s+ ps) · ûg,i(ΦU )

= ps · ûg,i(ΦL) + (1− ps− 1 + s− ps) · ûg,i(ΦU )− (1− p)s · ûg,i(ΦH)

= ps · [ûg,i(ΦL)− ûg,i(ΦU )]︸ ︷︷ ︸
>0

+(1− p)s · [ûg,i(ΦU )− ûg,i(ΦH)]︸ ︷︷ ︸
>0

(25)

EuL − EuLH = ps · ûg,i(ΦL) + (1− ps) · ûg,i(ΦU )− ps · ûg,i(ΦL)− (1− p)s · ûg,i(ΦH)− (1− s) · ûg,i(ΦU )

= (ps− ps) · ûg,i(ΦL) + (1− ps− 1 + s) · ûg,i(ΦU )− (1− p)s · ûg,i(ΦH)

= s(1− p) · [ûg,i(ΦU )− ûg,i(ΦH)]︸ ︷︷ ︸
> 0

> 0 (26)

We can conclude that, under uncertainty, a subjective guilt-averse trustee who follows a
coarse mapping, will acquire signal SL, but neither signal SH not both signals.

Second, we focus on the case of reciprocal trustees. To conclude from the equations below,
recall that (i) since ΦL < ΦU < ΦH , it follows that ûr,i(ΦL) < ûr,i(ΦU ) < ûr,i(ΦH), and (ii) p
and s ∈ [0, 1].

EuH − EuL = (1− p)s · ûr,i(ΦH) + (1− s+ ps) · ûr,i(ΦU )− ps · ûr,i(ΦL)− (1− ps) · ûr,i(ΦU )

= (s− ps) · ûr,i(ΦH) + (1− s+ ps− 1 + ps) · ûr,i(ΦU )− ps · ûr,i(ΦL)

= (s− ps) · [ûr,i(ΦH)− ûr,i(ΦU )]︸ ︷︷ ︸
>0

+ps · [ûr,i(ΦU )− ûr,i(ΦL)]︸ ︷︷ ︸
>0

(27)

EuH − EuLH = (1− p)s · ûr,i(ΦH) + (1− s+ ps) · ûr,i(ΦU )− ps · ûr,i(ΦL)

−(1− p)s · ûr,i(ΦH)− (1− s) · ûr,i(ΦU )

= (1− s+ ps− 1 + s) · ûr,i(ΦU )− ps · ûr,i(ΦL)

= ps · [ûr,i(ΦU )− ûr,i(ΦL)]︸ ︷︷ ︸
>0

(28)

We can conclude that, under uncertainty, a subjective reciprocal trustee who follows a coarse
mapping, will acquire signal SH , but neither signal SL not both signals.
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B Additional Results

B.1 Aggregated beliefs

Figure 6: Distribution of trustors and trustees’ beliefs about trustors’ payoff from In.

Figure 6 shows that the trustors’ median belief is lower in the Low game (median = 60 cents;
interquartile range = 75)30 than in the High game (med = 90 cents; iqr = 15). This difference
is significant at the 0.01% level (Wilcoxon rank-sum test, p < 0.001).31 Similarly, the trustees’
median belief about trustors’ belief is lower in the Low game (med = 75 cents; iqr = 60) than
in the High game (med = 90 cents; iqr = 30). This difference is also significant at the 0.01%
level (Wilcoxon signed rank test, p < 0.001).

B.2 Trustor’s behavior

We showed in Section 5.1 that trustor’s expect to receive more from the trustees when their
outside option is high rather than low. Consistent with Equation 1, 85.45% of trustors who
choose to go In expects to receive more than their outside option. Moreover, the share of
trustees choosing In is lower when the outside option is High (51.85%) rather than Low (86.08%)
(chi-square test, p < 0.001).

B.3 Non Classified trustees’ behavior

In the main text analyses, we focus on the behavior of trustees who satisfy Auxiliary Hypothesis
1, that is, trustees who hold higher second-order beliefs when the outside option is High rather
than Low. In this section, we describe the behavior of trustees who do not satisfy Auxiliary
Hypothesis 1. 28.75% (n=46) of trustees hold the same second-order beliefs regardless of the
trustor’s outside option. 10% of trustees (n=16) hold higher second-order beliefs when the

30Respectively med and iqr, hereafter.
31All p-values are two-sided.
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trustor’s outside option is Low rather than High.

Figure 7 displays the combinations of trustees’ returns in the Low game (x-axis) and the High
game (y-axis) for trustees with undifferentiated beliefs (in red) and trustees with higher second-
order beliefs when the trustor’s outside option is Low rather than High (in blue). In both cases,
trustees’ return strategies is consistent with their beliefs.

Figure 7: Return strategies of trustees with undifferentiated beliefs (in red) and with higher second-order
beliefs when the trustor’s outside option is Low rather than High (in blue).

Figure 8 displays the information acquisition strategy of trustees with undifferentiated beliefs
(panel (a)) and trustees with higher beliefs in the Low game (panel (b)), separated by conditional
return strategies. The majority of trustees with undifferentiated beliefs chose to open both
envelopes, regardless of their conditional returns. 40 of these trustees returned the same in both
games and 62.50% of them chose to acquire both envelopes. The remaining 6 returned more in
the high game and 50% of them chose to open both envelopes. Turning to trustees who hold
higher beliefs in the Low game, 8 of them returned more in the Low game, 6 of them returned
the same in both games and 2 of them returned more in the High game.
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(a) Trustees with undifferentiated beliefs. (b) Trustees with higher beliefs in the Low game.

Figure 8: Information acquisition strategy.

B.4 Trustees’ justification of their sampling strategies

We classified the participants’ justification of their sampling strategies in four categories (exclud-
ing 11 trustees who did not fill in this optional question). The first category pools the trustees
who made their choice out of curiosity, e.g., ”I was just curious to see if I would find a 15 or
75 ”. Second, we grouped together participants who mentioned their intention to maximize their
payoff, e.g., ”I chose to open 1 silver envelope hoping it would contain a 15 and then I would
maximize my earnings”. In the third category, we pooled the participants who reported having
made their choice at random, e.g., ”I chose 1 envelope honestly just based on feeling”. The last
category contains answers that we could not classify in the other three categories.

Table 2: Trustees’ justification of their sampling strategies

(a) Belief-independent trustees

Curiosity Payoff Random Other Total (n)

Open Silver 12.50% 25.00% 50.00% 12.50% 8

Open Gold 36.36% 9.09% 36.36% 18.18% 11

Open Both 62.50% 4.17% 20.83% 12.50% 24

(b) Guilt averse trustees

Curiosity Payoff Random Other Total (n)

Open Silver 4.17% 79.17% 4.17% 12.50% 24

Open Gold 12.50% 37.50% 12.50% 37.50% 8

Open Both 75.00% 12.50% 0.00% 12.50% 8

(c) Reciprocal trustees

Curiosity Payoff Random Other Total (n)

Open Gold 0.00% 25.00% 0.00% 75.00% 4
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Table 2a shows that when opening one envelope only, the majority of belief-dependent
trustees choose at random; while they are motivated by curiosity when they open both en-
velopes. Table 2b shows that the majority opened a silver envelope to maximize their payoff,
while they opened both envelope to satisfy their curiosity.

B.5 Trustees’ likelihood of having a given sampling strategy

Table 3 reports the average marginal effect of a multinomial logit model using a categorical
variable equals to 0 if the trustee opened a silver envelope only, 1 if the trustee opened a gold
envelop only and 2 if the trustee opened both a silver and a gold envelopes as the dependent
variable. Regressors include a dummy variable equal to 1 if the trustee is guilt-averse, and 0 if the
trustee is belief-independent. Guilt-averse trustees are more likely to open a silver envelope and
less likely to open both envelopes than belief-independent trustees and the results are significant
at the 0.1% level. These results are robust to the inclusion of individual controls.

Table 3: Average marginal effects of preferences types on the likelihood of each sampling strategy

Open Silver Open Gold Open both

Belief-independent Ref. Ref. Ref. Ref. Ref. Ref.

Guilt averse 0.428*** 0.453*** -0.108 -0.105 -0.320*** -0.348***

(0.092) (0.086) (0.087) (0.085) (0.093) (0.085)

Ind. controls No Yes No Yes No Yes

Observations 94 94 94 94 94 94

Notes: This Table reports the average marginal effects estimated by Multinomial Logit models. In-
dividual controls include the amount guessed in the beauty contest game, and socio-demographic
characteristics (age, gender, annual income, weekly expenditure). Standard errors are in parentheses.
* p < 0.05, ** p < 0.01, *** p < 0.001.

To investigate the driver of differences in trustee’s information acquisition strategy, we replicate
Table 1 from the main text after including belief-independent subjects.

Table 4: Average marginal effects of monetary incentives on the likelihood of each sampling strategy

Open Silver Open Gold Open both

(1) (2) (3) (4) (5) (6)

Return(High) - Return(Low) 0.008*** 0.009*** -0.001 -0.000 -0.007** -0.009***

(0.002) (0.002) (0.002) (0.002) (0.003) (0.003)

Ind. controls No Yes No Yes No Yes

Observations 94 94 94 94 94 94

Notes: Table 4 reports the average marginal effects of our multinomial logit model of the difference
in conditional returns on the likelihood of a given sampling strategy. Controls include the amount
guessed in the beauty contest game and socio-demographic characteristics (age, identifying as a female,
annual income, weekly expenditure). Standard errors are in parentheses. * p < 0.05, ** p < 0.01, ***
p < 0.001.
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The average marginal effects (AME) are displayed in Table 4. We found that an increase in 10
cents in the difference in conditional returns increases the likelihood to open a silver envelope
by up to 9 percentage points (columns (1) and (2)), and decreases the likelihood to open a gold
envelope by up to 9 percentage points (columns (5) and (6)). These findings show that individ-
uals who have the most money to lose from learning about a specific state of the world, are also
the ones who are the most likely to engage in self-serving information acquisition strategies.

In addition, we replicate the effect from Table 1 that female trustees are significantly more likely
to open both envelopes (AME = 0.244, p = 0.007) and we also find that they are less likely to
open the silver envelope only (AME = −0.217; p = 0.025). These findings suggest that female
trustees are more likely to hold objective belief-dependent preferences than non-female trustees.

B.6 Determinants of beliefs, returns and preference type.

To investigate the determinants of participants’ beliefs, we estimated a linear regression of the
difference in beliefs for both trustors and trustees on participants’ individual characteristics.
The OLS coefficients are displayed in columns (1) and (2) in Table Table 5, respectively. We
find that an increase in the perceived clarity of the instructions increases trustor’s sensitivity
to our treatment manipulation (p = 0.038), but not trustees’. Surprisingly, we find no effect of
participants’ guess in the beauty contest on their sensitivity to the treatment manipulation (p
= 0.557 and p = 0.536).

In addition, we investigate the determinants of trustees’ difference in conditional return choices.
To do so, we estimated a linear regression of the difference in conditional returns on trustees’
individual characteristics. The OLS coefficients are displayed in column (3). We find no effect
of trustees’ individual characteristics on their conditional return choices.

Finally, we investigate the determinants of trustees’ preference type. To do so, we estimated logit
regression of the likelihood of having belief-independent or guilt-averse preferences on trustees’
individual characteristics. The average marginal effects are displayed in columns (4) and (5),
respectively. We find no effect of trustees’ individual characteristics on their preference type.
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Table 5: Determinants of participants’ beliefs, trustees’ conditional return decisions and preferences
type.

Dep. var: Diff. belief Diff. belief Diff. return Types Trustees

trustors trustees trustees Belief Ind. Guilt-averse

(1) (2) (3) (4) (5)

Level of reasoning 0.078 -0.077 0.141 0.001 -0.002

(0.133) (0.125) (0.135) (0.003) (0.003)

Female -2.502 5.807 1.464 -0.051 0.019

(4.933) (5.198) (5.169) (0.112) (0.111)
Age -0.226 -0.321 -0.106 0.008 -0.005

(0.209) (0.212) (0.238) (0.005) (0.005)

Annual income 0.306 -1.551 0.226 0.0108 -0.003

(1.975) (1.957) (1.986) (0.043) (0.042)

Weekly expenditure -4.128 6.009 -0.315 0.002 -0.016

(3.629) (3.277) (3.263) (0.070) (0.069)

Clarity instructions 8.619* 2.721 -2.137 0.122 -0.110
(4.114) (3.621) (3.771) (0.083) (0.081)

Constant 42.19*** 31.67* 21.79 − −
(13.38) (14.17) (14.34)

Observations 160 160 98 98 98

Notes: Table Table 5 displays the OLS coefficients of participants’ individual characteristics on
trustors’ (column (1)) and trustees’ (column (2)) differences in beliefs between the Low and the
High game, trustees’ differences in return between the Low and the High game (column (3)), as well
as the marginal effect from a logit regression of trustees’ individual characteristics on their preference
type (columns (5) and (6)). Standard errors are in parentheses. * p < 0.05, ** p < 0.01, *** p < 0.001.

C Robustness checks Restricted sample

We pre-registered that we will verify the robustness of our findings by excluding from the anal-
yses participants who indicated in the post-experimental questionnaire that (i) the instructions
were not extremely clear or that (ii) the had trouble understanding the instructions.

59 trustors and 81 trustees indicated that the instructions were not extremely clear (43.75%
of participants). In addition, 13 trustees indicated that they encountered comprehension prob-
lem with the instructions while indicating that the instructions were extremely clear (4.06% of
participants). In the following section, we excluded these participants from the analyses.
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C.1 Are beliefs affected by the outside option manipulation?

(a) Trustors’ first-order beliefs (b) Trustees’ second-order beliefs

Figure 9: Distribution of individual beliefs about trustors’ expected payoff from In

The proportion of participants who verifies Auxiliary Hypothesis 1 increases slightly. 62% (vs.
53.13%) of trustors and 68.18% (vs. 61.25%) of trustees hold higher beliefs in the High game
than in the Low game. In contrast, 5.94% (vs. 10%) of trustors and 1.52% (vs. 8.13%) of trustees
indicated higher beliefs in the Low game than in the high Game, while 32.67% (vs. 28.75%)
of trustors and 30.30% (vs. 38.75%) of trustees indicated similar expectations regardless of
the game being played. Overall, Result 1 is not affected by participants comprehension of the
experimental instructions.

C.2 Are trustees motivated by belief-dependent preferences?

Figure 10: Trustees’ return strategies
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40% (n=18; vs. 43.88%, n = 43) of trustees can be classified as guilt-averse. Only one trustee
can be classified as reciprocal (vs. 4.08%, n = 4). Result 2 is not affected by participants
comprehension of the experimental instructions.

C.3 How do belief-based preferences affect information acquisi-
tion

Figure 11: Information acquisition strategy.
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D Screens from the online experiment

D.1 Trustors’ screens
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D.2 Trustees’ screens
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